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Space-Based Data Centers Roadmap: The Case for Caution

Alexis Abramson

MAIN MESSAGES

= Space-based data centers (SBDCs) can shed their computers' waste heat only by radiating it into
space. This makes cooling the central limit on how much computing a satellite can do—and a
major driver of cost.

= Counterintuitively, the best system design runs chips as hot as they can safely tolerate: a hotter
radiator sheds far more heat, which keeps radiator panels small and launch mass low.

= Real world thermal performance may not be easily achieved over the system’s lifetime since
coatings degrade and debris-avoidance maneuvers may periodically require reorientation of
satellites toward sources of heat.

= SBDC developers should consider cooling as a critical design constraint given thermal
management dictates key system characteristics. Standard thermal performance metrics and
disclosures should be developed to independently verify claims.

A. Introduction: Cooling In Space

Data centers produce significant heat. Terrestrial data centers are cooled with fluids, such as air and
water, that carry heat away from the hardware by convection. However, no fluids are present in the
vacuum of space. As a result, an orbiting spacecraft can shed its heat only by emitting infrared
radiation—a process known as radiative cooling (see Figure 1).

Radiative heat rejection is governed by a simple principle: the hotter an object is, the more heat it
radiates, and this heat output rises very rapidly as its temperature increases. This principle is
captured in the Stefan-Boltzmann law, which states that power radiated per unit area is P = e6T*A,
where € is thermal emittance, o is the Stefan-Boltzmann constant, T is absolute temperature and A is
the radiating area. Because radiated power rises so steeply with temperature, a modest increase in
radiator temperature yields a large increase in heat rejected. For example, taking the same radiator
from 60 °C up to 90 °C adds roughly 40% to the radiated power per unit area it produces. So, the
hotter radiator at 90 °C can reject the same heat load with a panel roughly 30% smaller and lighter
than a cooler radiator at 60 °C. What this buys is capacity rather than efficiency: nothing about the
thermodynamics improves, but the hardware shrinks, and hardware size carries real cost in an
industry that must pay to lift every kilogram off the ground.
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Figure 1. Data center cooling in space works much differently than on Earth. On Earth a moving fluid carries waste
heat from the servers and releases it to the atmosphere; in orbit there is no surrounding medium, so heat can leave
only as infrared radiation. The diagram is a schematic and not to scale; it omits internal coolant loops, environmental
heat loads and the orientation constraints examined later in this section (PV = photovoltaic). Source: Al generated
using Gemini and ChatGPT

The Stefan-Boltzmann law leads to a design conclusion that runs opposite to terrestrial practice. On
Earth, running the hardware cool is always preferable, and operators keep chips well beneath their
rated limits. But in space, the temperature of the radiators is typically a little bit cooler than the
temperature of the chips. Any margin between the chip's operating temperature and its maximum
rating lowers the radiator's operating temperature by the same amount. The design objective in
space is thus to run hardware as hot as the system can tolerate, which for high-performance
computing chips means operating near 85-95 °C.* The chip's thermal limit thus becomes a
parameter designers deliberately target instead of a boundary to avoid. The challenge is that
operating at the maximum temperature limit accelerates wear, shortening chip lifetime. This tradeoff
must be carefully engineered into the system: lifetime specifications, redundancy provisions and
replacement schedules are all set with the knowledge that, to avoid having to launch large amounts
of extra radiator mass, the chips will operate for their entire service life pressed up against their
rating.

A radiator operating near room temperature needs roughly 2000 m? of surface to shed a megawatt
of waste heat.2 And while space is an attractive cold sink, solar irradiance (~¥1361 W/m?), Earth's
thermal emission (~240 W/m?) and reflected sunlight (albedo, ~30% of solar irradiance) all deposit
additional heat onto exposed radiator surfaces. Further, depending on the satellite’s configuration,
heat radiating from the spacecraft's own warm structures can add to the load. Together these loads
reduce the net heat the radiator can shed. What complicates matters is that these loads are not
constant. A satellite in typical low Earth orbit (LEO) crosses between sunlight and Earth's shadow
every 90 minutes—roughly 55 minutes of sunlight and 35 minutes of eclipse —which means the loads
from direct sun and albedo are switched on and then off again 16 times in a single day. Two levers
serve to minimize this unwanted incoming radiation: orientation, which sets what falls within the
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radiator's field of view, and coatings, which determine how much radiation the radiator surface
absorbs. Managing the environmental loads with these two levers is the essence of radiator
engineering.

Following this introduction on how cooling in space differs, this section discusses spacecraft thermal
management as a mature engineering discipline and examines the radiator architectures, heat
transport systems and orientation strategies available to designers of space-based data centers
(SBDCs). The section then explores significant challenges created by the cooling needs of SBDCs,
including the gap between demonstrated and proposed scale, coating degradation, tradeoffs
between efficient cooling and brightness mitigation, risks related to orbital debris and congestion,
the unsolved problem of how best to dispose of SBDC radiator panels at the end of their useful lives,
and the lack of any disclosure standard. It closes with recommendations.

B. Engineering Space-Based Thermal Management

At steady state, a space-based system must radiate away essentially every watt its solar panels
generate. This constraint propagates through the entire design: it constrains the choice of orbit, fixes
the satellite's attitude and much of its geometry, ties directly into the power architecture and,
together with power, caps the compute a platform can economically carry. One recent industry
analysis reports that radiators and solar arrays together can account for 65—-70% of a satellite's total
mass and that offsetting five years of coating degradation calls for ~40% additional radiator area.?
Cooling does not sit alongside the other subsystems; it is what determines whether the data center is
feasible at all.#

As discussed throughout this roadmap, the sector is advancing from concept to flight testing very
rapidly, and thermal management design is keeping pace. In late 2025, Starcloud became the first
company to operate an NVIDIA H100 in orbit,> cooling the chip’s 700 W by means of direct-to-chip
liquid cooling that carried heat out to body-mounted radiator panels, which then rejected it passively
to space. Its successor, Starcloud-2, planned for launch in late 2026, will carry what may be the
largest deployable radiator yet flown on a commercial mission.® In June 2026, SpaceX unveiled All: a
70-meter satellite carrying 110 m? of radiators whose panels are held at a knife-edge attitude to the
sun, meaning the radiator presents almost no cross-section to sunlight.”8

i. Lessons from spacecraft thermal management

Spacecraft thermal management is a well-established discipline. Satellites carry batteries, propellant,
optics and electronics that function within a narrow temperature range and must react accordingly
to the large thermal swings experienced in space. Over the past six decades, rigorous systems and
tools have been developed to manage thermal performance, including flight-proven radiators,
coatings and hardware for dissipating heat; standardized thermal vacuum testing apparatuses; and
analysis software to validate performance with flight data. An accepted figure of merit used by the
industry, the a/e ratio (solar absorptivity over thermal emissivity), assesses the thermal performance
of radiator coatings.>1° Absorptivity is the fraction of incident sunlight a surface absorbs rather than
reflects, and emissivity is how efficiently it radiates its own heat as infrared. A good radiator coating
therefore minimizes the first and maximizes the second, giving a low a/e ratio that keeps the surface
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cool under sunlight while still rejecting heat. Specific mass, the kilograms of thermal system
hardware required per kilowatt of heat rejected, is the basis on which competing radiator concepts
are conventionally compared.!!

Most of this prior knowledge transfers directly to the data center application, although the problem
demands additional insights the spacecraft industry has never needed. In particular, space-relevant
thermal strategies approach their limits at larger scales,’? and the inherited analyses offer no link
between thermal performance and compute a system delivers. No analog to power usage
effectiveness (PUE), as applied to terrestrial data centers, exists for orbiting data centers. In fact,
radiative cooling consumes essentially no power, and so the thermal subsystem contributes
negligibly to PUE, rendering the metric insensitive to the quality of the thermal design. Closing that
gap will require new measures of thermal performance, reported alongside the figures of merit
already inherited from spacecraft engineering.

ii. Thermal system design

Radiators selected for SBDCs are likely to resemble those flown on spacecraft for decades: a flat
panel of aluminum or carbon-fiber composite embedded with internal heat pipes and surface-
treated to radiate infrared at high efficiency (e = 0.85—0.90) while reflecting most incident sunlight (a
=~ 0.1-0.2).1° A conventional spacecraft panel maintained at 20 °C emits ~355 W/m? from one
radiator face (calculated from the Stefan-Boltzmann law, P = eoT#, with € = 0.85). After accounting
for typical orbit-averaged environmental absorption, the net heat rejection can fall to ~250 W/m?
(for a panel with Earth in roughly half its field of view). However, for an SBDC, the same panel
running at a chip-tolerable temperature of 85 °C sees its emissive power rise to roughly 790 W/m?
(both figures follow from the Stefan-Boltzmann law; the call-out box works through a full All
example). And a panel at a knife-edge attitude to the sun, kept facing deep space almost
continuously, sees little of Earth (less than a tenth of its field of view), and so absorbs little
environmental heat (Earth’s infrared and reflected sunlight), with its net rejection falling to ~780
W/m?2. The threefold spread between these two estimates in this example clearly demonstrates that
temperature and orientation are what principally determine how a radiator performs.

One advanced concept is the liquid droplet radiator, which dispenses with panels entirely. The
working fluid itself is sprayed across open space as a mist of microscopic droplets, which radiate their
heat directly to the void before being recollected and recirculated. Because the droplet sheet needs
no structure, analyses dating to the 1980s found it can be many times lighter than the lightest panel
radiators, with reduced vulnerability to micrometeoroid strikes.

A recent peer-reviewed analysis of a megawatt-class space nuclear system projects the advantage at
roughly an order of magnitude, finding the droplet radiator's mass to be about 10% of an equivalent
heat pipe radiator's mass.'* This technology is not examined in depth here: these systems have not
been fully tested in real-world scenarios, and the first generation of SBDCs likely will be built on
flight-proven panel radiators.
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LIQUID DROPLET RADIATOR CONCEPT  Radiative fins and heat pipes of conventional radiators replaced with multiple
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Liquid Droplet Radiator Concept.

Within the system, heat transfers across a series of interfaces from chip to radiator before finally
being emitted as infrared. At each interface, thermal transport incurs a penalty: a temperature
decrease determined by that interface's thermal resistance. Each temperature drop then sums to the
total temperature gap between chip and radiator temperature, and because silicon physics sets the
junction temperature of the electronics, each degree lost along the transport chain leaves the
radiator that much cooler, carrying the T* penalty with it. Consequently, a poorly engineered
interface or thermal transport loop reduces rejection capacity, which must then be offset by added
area and mass.

The workhorse thermal transport device of spacecraft thermal control is typically the heat pipe: a
sealed tube in which working fluid evaporates at the hot end, condenses at the cold end and returns
through a capillary wick.® Typically, no pump is required—the wick does the work—so a heat pipe
consumes no power and contains no moving parts. Further, these devices have flown reliably on
spacecraft for decades. However, the capillary force that returns liquid through the wick is weak,
which limits both how much heat a heat pipe can carry and how far it can carry it. Once a data center
scales from tens to hundreds of kilowatts, pumps become unavoidable and the heat must travel in a
mechanically driven fluid loop. For a real-world example, consider the International Space Station
(ISS), which uses a ~70-kW thermal control system that relies on mechanically pumped ammonia
loops rather than passive wicks.'® SpaceX's All proposes a similar configuration, with redundant
pumps moving fluid across its radiators.”2

These features come at a price since pumps must be designed to run unmaintained for years while
being exposed to ionizing radiation that degrades electronics. A pump is a single point of failure, and
so redundancy is also essential. Inside the radiator panel, embedded heat pipes take heat from the
point where it enters and spread it across the whole radiating surface. This helps keep the panel
isothermal, which enables the system to reject heat at full capacity. A solid plate without heat pipes
could achieve this spreading by conduction alone, but the radiator would then need to be thick
enough to carry the heat laterally without experiencing a large temperature drop, which would add
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Schematic of the ISS External Thermal Control System (ETCS) with pumped ammonia loops. Source: NASA

weight. Embedded heat pipes accomplish the same spreading without the additional mass, keeping a
thinner, lighter weight panel nearly isothermal.

Radiator performance is fundamentally governed by orientation relative to environmental flux
vectors. While some SBDC designs (including the SpaceX design described below) align satellites to
be “knife-edge” to the Sun, others use different orientations. For example, in a standard nadir-
pointing attitude, a satellite keeps one face permanently pointed at Earth (nadir) while the opposite
face looks out at deep space (zenith). The angle between the solar vector and the orbital plane,
called the beta angle, drifts continuously throughout the year as Earth orbits the sun and the
satellite’s orbital plane rotates in space. As the beta angle varies, solar incidence shifts, making a
geometry that succeeds at one beta angle insufficient at another.

While a zenith-facing radiator looks out at 3 Kelvin of cold, deep space, deployable double-sided
panels inevitably expose one face to Earth’s emission and albedo. Even in a knife-edge attitude, the
radiator cannot escape Earth; each face of a deployed panel still sees a large fraction of Earth's disk
at grazing angles, intercepting infrared and reflected sunlight. Spacecraft attitude can reduce this
Earth-viewing load but, unlike direct sunlight, cannot eliminate it. Optical coatings can be engineered
to reflect the sun's short wavelengths that peak in the visible range, but this approach does not work
against Earth's infrared since rejecting Earth's long wavelength infrared would mean sacrificing the
radiator's own emissive power. (Emissivity and absorptivity at the same wavelength must be equal by
Kirchoff’s Law of thermal radiation.) Earth's infrared load must be accounted for in the design budget
since no coating or geometry can fully eliminate it. Direct solar loads can be largely engineered away
using coatings with lower solar absorptance and through orbit selection, radiator articulation and
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efficiency. Source: Wikimedia Commons. CC A-SA 3.0 Unported

The beta angle of the ISS, which cycles between roughly #75° over the year due to its 51.6° orbital inclination and
Earth's 23.4° axial tilt. Source: CERN

spacecraft attitude control. Which of these approaches a design uses, and how completely it limits
unwanted heat load, is a critical thermal design decision.

Power generation and thermal management work against each other since solar arrays must face the
sun to capture power, while radiators must avoid the sun to stay cold. Designers approach the
orientation problem three ways (Figure 2). Fixed radiators are bolted to the body; they have no
mechanisms or failure modes, but their performance depends on seasonal geometry, unless the
orbit itself eliminates the seasonal dependence. A sun-synchronous terminator orbit keeps the sun's
direction nearly constant relative to the orbital plane year-round, allowing even a fixed radiator to
maintain edge-on solar geometry permanently while also providing near-continuous sunlight for the
solar arrays.’® In contrast, articulated radiators connect to gimbals that continuously point them
away from the sun (the approach taken on the ISS), which ensures more consistent performance but
at the price of mass and joints that must survive tens of thousands of tracking cycles over a five-year
mission. The SpaceX All illustrates a third path: the radiator is fixed and the satellite is steered
instead. Its panels hold a knife-edge attitude, aligning their thin edge toward the sun, the way a blade
held edge-on to a light source nearly vanishes, presenting almost no cross-section to sunlight while
leaving both of its faces free to radiate to deep space. This is the key advantage over simply
shadowing the radiator behind the solar array, which would spare it the sun but leave one radiator
surface facing warm hardware instead of cold space. The mechanism involves attitude control of the
entire satellite rather than the use of gimbals, which costs almost nothing for a platform carrying
few, if any, Earth-pointed instruments. This attitude fixes the panels' orientation relative to the sun
only; their alignment toward Earth, and the residual infrared absorbed, is a separate design
parameter to consider.

November 2026 Chapter 1.3: Cooling — 1.3-7



Space-Based Data Centers Roadmap: The Case for Caution

iii. Thermal performance metrics

There is no metric that currently ties thermal performance to delivered compute throughput. The
most familiar metric, PUE, collapses in comparison because radiative cooling consumes essentially no
power. Others transfer only in part. The thermal resistance from chip-to-coolant, a standard measure
of a terrestrial cooling loop, describes only the first link of a chain that in orbit continues through the
radiator to deep space. However, for SBDCs, we must consider the total temperature drop across the
hardware and into deep space. The cost per kilowatt is still central, but its leading term moves away
from real estate and electricity and toward launch mass, which thermal specific mass (a metric used
previously in spacecraft thermal design) captures directly.

Useful orbital metrics must capture how well a thermal system converts a fixed heat load into
sustained compute and at what cost in mass. These metrics should consider the following:

1. The fraction of rated compute throughput that can be delivered given the thermal
constraints of the system.

2. The magnitude of total interface resistance and the resulting temperature drop from the
hardware to the radiator.

3. The total mass of the thermal hardware required to deliver the expected compute
throughput.

Measures of the first two do not yet exist and still need to be developed; devising them and agreeing
on how to report them should be a priority for the field. The third concern does have an established
figure of merit, thermal specific mass, inherited from spacecraft engineering. Thermal specific mass
(kg/kW) divides the thermal management system’s mass by the heat load the system rejects, and it
carries over unchanged from the spacecraft literature, in which competing radiator concepts are
customarily ranked on exactly this basis.™ Thermal specific mass also translates directly into cost:
multiply it by the cost of putting a kilogram into orbit and the result is the dollar cost of each kilowatt
of heat rejection capacity. The ISS benchmark is roughly 100-150 kg/kW when accounting for the
radiators, pumps, radiator rotary joint, and ammonia and nitrogen tank assemblies.’™ NASA's
Advanced Radiator Concepts program demonstrated reductions in radiator specific mass by a factor
of three to four over then-current heat pipe technology,'* and liquid droplet concepts are projected
to cut radiator mass by roughly an order of magnitude.

Note that mass figures of merit appear throughout this roadmap in related forms; the thermal
specific mass presented here is specific to heat rejection (for each kilowatt rejected, rather than
generated) and should be read in conjunction with these treatments.
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heat loads, internal coolant loops and residual Earth infrared are omitted. Source: Al generated using Gemini and
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The SpaceX All, announced in June 2026, has been described publicly in enough detail to
support a thermal performance review, although several inputs must be inferred.”# As shown
in the table below, the ~1400 W/m? rejection flux SpaceX claims (we calculate 1360 W/m?)
corresponds to a radiator temperature of roughly 76—82 °C, calculated using the Stefan-
Boltzmann Law. The range reflects the panel's undisclosed orientation relative to Earth as it
travels through its orbit. SpaceX does not disclose the maximum allowable chip temperature,
but an industry source reports that Rubin-class GPU (graphics processing unit) die
temperatures (the temperature of the silicon itself) can easily reach 95 °C.Y Assuming a
temperature drop of 8 °C across the thermal transport train,'8 a 95 °C junction limit
corresponds to a maximum allowable radiator temperature of 87 °C, 5 °C above the top of the
calculated range. The 8 °C drop assumed across the transport chain between chip and radiator
forfeits roughly 8-9% of the rejection capacity the radiator would otherwise deliver, an
illustration of how costly small temperature losses become once the Stefan-Boltzmann law is
applied.

Thermal specific mass can only be roughly estimated given that available data are limited.
SpaceX has not disclosed the All thermal system’s mass, but bounds can be constructed using
areal mass, the kilograms of hardware per square meter of radiator panel, and metrics from
available ISS data.’ The ISS provides the only flight benchmark: its active thermal control
system rejects up to 70 kW across 6 radiator panels totaling 475 m2. Radiator areal mass is
about 14 kg/m?,'> and total radiator mass is roughly 6700 kg. In contrast, modern composite
panels exhibit areal mass of roughly 5-10 kg/m?,? and next-generation designs are targeting
even lower.” Including the rest of the rejection system's documented hardware—pump
modules, thermal radiator rotary joints, and ammonia and nitrogen tank assemblies—brings
the full system to about 9700 kg, yielding a radiator-only specific mass of roughly 100 kg/kwW
and a full thermal specific mass of ~140 kg/kW. Applying the ISS's 14-kg/m? areal mass to All's
disclosed 110 m? radiator area gives an estimated radiator mass of roughly 1500 kg; scaling by
the ISS's ancillary-to-radiator mass ratio (a further ~44%, covering pumps, rotary joints and
tankage) yields a full-system estimate of 2200 kg, or a thermal specific mass of ~10 kg/kwW
(radiator-only) and ~15 kg/kW (full system) against the 150-kW load. On a full-system basis,
this makes the All estimate nearly 10x better than the ISS benchmark. This comparison
assumes All's ancillary hardware scales with radiator mass the same way it does in the ISS's—a
real assumption, not a documented fact, since All's pumping and tankage architecture is
unknown. Whether All's thermal system actually achieves mass in this range and whether the
claimed rejection density is realizable in practice both remain to be determined.

November 2026 Chapter 1.3: Cooling — 1.3-10



Space-Based Data Centers Roadmap: The Case for Caution

Using the ISS estimate of the full thermal specific mass of 140 kg/kW, the thermal system of
the Reference SBDC (see Text Box 1-1) would have a total mass of 14 tonnes. By contrast,
using the estimate of the claimed SpaceX Al1 full thermal specific mass (15 kg/kW) implies that
the thermal system of the Reference SBDC would have a total mass of 1.5 tonnes.

As the table's status column shows, every input is disclosed, claimed, assumed, estimated or
derived. Nonetheless, the inputs to these calculations will sharpen and the achievable
performance of orbital thermal systems will come into clearer view as systems are flown,
operators publish data and independent analyses mature. In any case, the exercise
demonstrates that a workable assessment of thermal performance can be assembled from a
modest set of design parameters and that such an assessment offers a basis for comparing one
SBDC against another.

Parameter Value Status

Radiator area 110 m? Disclosed (Federal Communications
Commission (FCC) filing)

Orientation Knife-edge to sun Disclosed

Heat rejection ~1400 W/m? Claimed (SpaceX announcement);

density analytically verified to order of
magnitude

Peak 150 kW Disclosed

compute/Thermal

Design Power (TDP)

Coating emissivity 0.85 Assumed, not disclosed

(epsilon)

Maximum chip ~95 °C Assumed using industry source,’
temperature not disclosed

Radiator operating 8 °C below maximum chip Assumed,?° not disclosed
temperature temperature

Thermal specific ~10 kg/kW (radiator only) Estimated from documented panel
mass mass-per-area benchmarks

~15 kg/kW (full system)
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The scaling gap. The largest systems actually flown today are single-GPU demonstrators on the order
of a kilowatt. The largest disclosed SBDC design, SpaceX's Al1, is planning for 150 kW.”8 Bridging this
gap in power requires redesign, not just extrapolation from existing designs: because heat must
travel farther, structural support for radiators becomes disproportionately heavy, pumping power
becomes non-negligible, and large flexible panels affect attitude control. Ambitions for aggregate
SBDCs run to megawatts (or even gigawatts), but this will be achieved chiefly through constellations
of many such satellites. Starcloud-2's deployable radiator, launching late 2026, will be the first
significant test of scaling at this individual-satellite level.?!

Degradation. Coatings degrade under exposure to ultraviolet, atomic oxygen and particle radiation.
This means that solar absorptivity of radiators typically climbs and capacity erodes. Current estimates
suggest that maintaining performance over a five year lifetime may require ~40% more radiator area
than a fresh coating would require.? But these estimates are based on studies of conventional
spacecraft, not from SBDCs, since no coating has yet built up flight history under the high operating
temperatures and continuous full-power duty cycles this application demands. Any beginning-of-life
evaluation of thermal performance is therefore an upper bound, and real performance will decline
over the course of the mission.

Optical and infrared brightness. A radiator's low solar absorptivity, needed to stay cool, is also high
reflectivity, so the best coating for heat rejection is close to the worst for brightness. Darkening a
radiator to dim its reflectivity raises its absorptivity and forces added area and mass. Holding the
radiator edge-on to the Sun helps, reducing absorbed solar load and the sunlit area seen from the
ground. Specifically, in the dawn-dusk terminator orbits these systems favor, the geometry directs
much of the specularly reflected sunlight away from Earth's surface rather than down toward ground
observers.

Debris and congestion. Radiator panels are among SBDCs’ most vulnerable systems. Radiators, like
solar arrays, have large, thin profiles, and a single debris strike can puncture embedded heat pipes or
coolant channels. If the SBDC has the capability to maneuver to avoid the debris, doing so breaks its
attitude such that it may no longer be edge-on to the sun. Until its orientation is restored, sunlight
may impinge on the radiators, leading to a drop in heat rejection capacity, and the processors must
throttle. A beginning-of-life thermal analysis would not capture this effect since the frequency of
necessary attitude adjustments cannot be easily predicted. With growing orbital congestion, actual
thermal performance likely will fall below the predicted value.

End-of-life disposal. Retiring a large aluminum radiator has no good solution. On re-entry, the panel
ablates into nanoparticles of aluminum oxide that reach the stratosphere and catalyze the
destruction of ozone.?? The alternatives to re-entry each fail in their own way. Moving retired SBDCs
to higher disposal orbits only defers the problem. Sending them entirely outside of Earth’s orbit
would eliminate the risk but would require more propellant than the satellites could realistically
carry. Each option carries a different cost, and there is not yet an established methodology for
comparing them.
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The standards vacuum. No standards body has yet taken up comprehensive thermal metrics for this
application. It is possible that the first generation of commercial SBDCs will be financed, licensed and
sold on the strength of thermal claims that no outside party is able to check. What such claims
conceal is thermal throttling: when environmental loads drive a radiator past its rejection capacity,
the processors must slow until the load eases, so a platform advertised at one compute capability
may deliver materially less of it in practice. Measures of how much of its rated compute a platform
sustains over a year in orbit and of how much thermal headroom the chip loses in the transport
chain, reported alongside the thermal specific mass at which both are achieved, would render
competing systems comparable. As the SpaceX All exercise suggests, assessments of this sort could
be assembled today from a modest set of design parameters that operators already possess.

1. Developers of SBDCs should treat thermal management as a primary design driver from the
outset—sizing radiators and selecting operating temperatures before fixing compute
density—rather than adding cooling as a downstream constraint.

2. Operators should design electronics to run at the highest junction temperature their
reliability limits safely allow since higher radiator temperatures reject the same heat from
substantially less surface area and mass. Because operating near the thermal limit
accelerates wear and shortens component life, this trade should be made deliberately, with
lifetime specifications and redundancy considered.

3. Developers and operators should disclose the key thermal parameters of their systems,
including radiator area, heat-rejection density, coating emissivity and absorptivity, operating
temperatures and thermal hardware mass. Given the linkage between thermal management
design and both SBDC lifetime and compute throughput, investors and regulators have a
stake in thermal performance claims they cannot independently verify.

4. The community should develop shared, quantitative cooling metrics and standards that cover
sustained thermal performance over a full year in orbit, the temperature penalty imposed in
transit from chip to radiating surface, and the thermal hardware mass required to achieve
both. This will allow designs to be compared consistently with one another and over a
system's operating life.

5. Funders and research institutions should prioritize development of high-emissivity coatings
that resist ultraviolet and atomic-oxygen degradation, so that end-of-life thermal
performance, not just beginning-of-life performance, meets mission requirements.

6. Funders and industry should invest in lightweight, reliably deployable radiator structures and
in high-temperature-tolerant electronics, as advances in either directly relax the central mass
and area constraints on orbital compute.

7. Operators and orbital-traffic authorities should account for the coupling between congestion
and cooling. As orbital bands grow more crowded, more frequent debris-avoidance
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maneuvers could break radiators' sun-avoiding attitude and force throttling. The odds of a
strike puncturing a thin radiator also rise. Both degrade thermal performance in ways a
beginning-of-life analysis does not capture.
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